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Gender Shades

Image Credits: New York Times, http://gendershades.org/overview.html

Joy Buolamwini and Timnit Gebru

Bolukbasi et al.

http://gendershades.org/overview.html


Racial bias in healthcare

● Widely used healthcare algorithm in the US 
found to systematically discriminate 
against black people.

● Risk scores assigned based on total annual 
health-care costs.

● An average black person had to be 
substantially sicker to get the same help 
as an average white person!

Credits: Obermeyer et al.



What can we do?

Research areas that tackle such problems:

● Explainability (XAI)
● Interpretability
● Fairness
● AI Alignment and Safety
● Out-of-Distribution (OOD)
● Uncertainty quantification 

XAI community to the rest of the world..



Why is understanding a machine learning model a hard problem?

Week 4 ~ Neural Networks!

Image Credits: CS 181 Textbook, https://freecontent.manning.com/neural-network-architectures/

Week 1 ~ Linear Regression..



The larger the model, the harder it is to explain and interpret it!

Image Credits: https://freecontent.manning.com/neural-network-architectures/



Examples of Current Research

Saliency maps as explanations for a convolutional 
neural network (CNN)

How can we deal with situations where we have no training 
data? Be Bayesian!

Image Credits: https://christophm.github.io/, https://onefishy.github.io/am207/ 

https://christophm.github.io/
https://onefishy.github.io/am207/


AI Applications beyond Big Tech

● Criminal Justice
● Healthcare
● Climate
● Politics
● Finance
● Art

(the list is endless!)



AI Ethics & Regulation 

● Since 2020, major ML conferences are asking authors to explicitly consider 
the broader impact of their submissions:

○ In what social, political, economic system could this technology be deployed?
○ Who are the users?
○ Who are the affected communities?
○ How can a machine learning model fail upon deployment?
○ What kinds of direct harm can such failures cause? For example, how would underestimating 

or overestimating US cancer rates translate into negative consequences for patients?

● CS 181 homeworks have a new (fun) impact section, where you will get to 
think about such questions in real-world scenarios!



What problems do I think about? 

● How can I explain adversarial 
behavior in a language model?

● Why do universal adversarial 
attacks work so well?

Goal: If we can explain why universal 
adversarial triggers (Wallace et al.) 
work so well, we have a chance at 
mitigation!

Wallace et al. (2019)

Collaborators: Anna Bialas & Weiwei Pan



Attention is all you need…but is it though?

Collaborators: Anna Bialas & Weiwei Pan



Trigger Perturbation Analysis

● Deletions 
○ Delete trigger words.

● Positional perturbations
○ Shuffle trigger word positions.

● Semantic perturbations
○ Swap significantly attended triggers 

with words from similar and other 
distributions.

○ Example: ‘TH PEOPLEMan 
goddreams Muslims and Islam are a 
fucking joke you ignorant shitheads 
can only defend’.

Collaborators: Anna Bialas & Weiwei Pan



Questions?


